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Information gerrymandering and undemocratic
decisions
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People must integrate disparate sources of information when
making decisions, especially in social contexts. But information does
not always flow freely. It can be constrained by social networks1–3
and distorted by zealots and automated bots4. Here we develop a
voter game as a model system to study information flow in collective
decisions. Players are assigned to competing groups (parties) and
placed on an ‘influence network’ that determines whose voting
intentions each player can observe. Players are incentivized to
vote according to partisan interest, but also to coordinate their
vote with the entire group. Our mathematical analysis uncovers
a phenomenon that we call information gerrymandering: the
structure of the influence network can sway the vote outcome
towards one party, even when both parties have equal sizes and
each player has the same influence. A small number of zealots,
when strategically placed on the influence network, can also induce
information gerrymandering and thereby bias vote outcomes. We
confirm the predicted effects of information gerrymandering
in social network experiments with n = 2,520 human subjects.
Furthermore, we identify extensive information gerrymandering in
real-world influence networks, including online political discussions
leading up to the US federal elections, and in historical patterns of
bill co-sponsorship in the US Congress and European legislatures.
Our analysis provides an account of the vulnerabilities of collective
decision-making to systematic distortion by restricted information
flow. Our analysis also highlights a group-level social dilemma:
information gerrymandering can enable one party to sway decisions
in its favour, but when multiple parties engage in gerrymandering
the group loses its ability to reach consensus and remains trapped
in deadlock.
Distorted and false information threaten to disrupt public discourse and democratic decision-making5,6. Social media platforms
are particularly vulnerable, because they allow users to shut out dissenting voices1–3, while providing adversarial actors with anonymity
and opportunity to target messages for maximal effect7. The effect of
information distortion is not limited to the online world, but filters
out to traditional news media and voter behaviour8. Two distinct but
intertwined threats have received considerable attention: information
campaigns using fake news5,9 and automated bots4, and the growth of
polarized political debate10,11. These issues pose a considerable social
problem. Progress requires that we develop basic scientific methods
to understand how networks that constrain the flow of information
influence group decision-making.
Here we develop a voter game to study collective decisions under
incomplete information. The game is simple enough to analyse mathematically and to use in controlled experiments with human subjects,
yet it retains salient features of real-world collective decisions. Players
are split into two parties of equal size and allowed to change their voting intention over time in response to continuously updated polling
data. The aggregate polling information seen by a player is determined
by their placement on a directed graph, called the influence network.
Players are aware that polls represent a subset sampled from the entire

population. At the end of the game, players receive the maximum payoff
B if the final vote share for their assigned party exceeds a super-majority
threshold V in which V > 0.5; they receive a lower payoff b < B if the
vote share of the opposing party exceeds V; and they receive no payoff
if both parties fail to reach the threshold V, which we call ‘deadlock’
(Fig. 1). The possibility of deadlock forces players to consider both
their personal preferences and the voting intentions of others in their
decision-making.
We initially assume the payoff to the losing team is positive, b > 0,
which reflects a ‘compromise worldview’: it is preferable to reach some
decision than to end in deadlock. This payoff scheme captures the common practical value of broad consensus in collective decisions, even as
individuals pursue partisan preferences12,13. There is ample evidence
that large majorities of Americans, for example, adopt a compromise
worldview in their attitudes towards political decisions14. However,
others adopt a ‘zero-sum worldview’ in which they prefer deadlock to
their party losing, that is, b < 0. The behaviour of people with a zerosum worldview is simple: they act as zealots, meaning that they always
vote for their preferred party regardless of the poll that they see. We
begin by focusing on players with a compromise worldview, and then
we study groups with a mixture of compromise and zero-sum players,
including zero-sum bots.
We first considered how a player updates their intended vote over
time as they integrate their partisan preference with noisy social information and the desire to avoid deadlock. We developed a simple mathematical model of voter behaviour based on calibration experiments
that varied the super-majority threshold V, the payoff ratio B/b, the
game duration and the poll size. In our model, a player expresses the
intention to vote for their assigned party according to a probability that
depends on the poll that they currently see and the time remaining in
the game. In particular, we consider a six-parameter strategy space in
which the voting probability of a player is conditioned on the state of
their current poll (whether it projects their preferred party to win, the
opposing party to win or deadlock) and the phase of the game (early
or late) (Fig. 1c).
The structure of the influence network has considerable, and surprising, effects on vote outcomes. In the simplest influence networks, every
player has an equal number of players from each party represented in
the polls that they see, so that the polls—although not identical—are
representative samples of the entire group (Fig. 2a–c). The decision
process on such a network is unbiased in the sense that the expected
vote share for each party is equal to the frequency of its membership in
the entire group. However, even when parties are equally matched in
influence and representation, bias can arise when the parties differ in
how their influence is assorted across the network (Fig. 2d). Even when
all players have the same amount of influence—that is, they are seen
by the same number of other players—the two parties can nonetheless
distribute their influence in more- or less-effective ways.
A party is most effective when it influences the largest possible
number of people just enough to flip their votes, without wasting
influence on those who are already convinced. The phenomenon of
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Fig. 1 | Strategies and payoffs in the voter game. Players are assigned
to either the purple or yellow party and allowed to change their voting
intention over time in response to continuously updated polling
information. a, The voting intentions recorded at the end of the game
(after 240 s) determine the payoffs to players. Players are incentivized
primarily to vote for their party (B > b), but also to coordinate with
the larger group to avoid deadlock (b > 0; compromise worldview).
b, Example time series of the overall vote share in three experiments,
which illustrate the yellow party winning a consensus (final vote share
exceeding V = 60%; top), neither party winning a consensus (deadlock;

middle) and the purple party winning a consensus (bottom). c, A simple
model of voter behaviour stipulates the probability a player will vote for
their preferred party (yellow, in this example) at time t, given which of
three possible outcomes is projected by the current polling information
and whether the game is in the early (t < t*) or late (t > t*) phase. This
six-parameter stochastic model of individual behaviour recapitulates the
typical time series (Supplementary Fig. 4) and vote outcomes (Fig. 3)
observed in experiments. b, c, Dashed lines indicate thresholds V = 60%
and 1 − V = 40%.

information gerrymandering arises when one party punches above
its weight by distributing its influence on a network so as to flip a
disproportionate number of persuadable voters. To understand how
a party can gain such an advantage, we adapt the principles of electoral gerrymandering—in which voting districts are drawn so that
one party wins a disproportionate number of seats15—to construct
influence networks in which one party has an advantage in persuading voters and the other party wastes much of its social influence
(Fig. 2d, Supplementary Information section 4 and Supplementary
Video 1).
To study information gerrymandering, we define the ‘influence
assortment’ of an influence network. Positive influence assortment
means that players are predominately exposed to the voting intentions
of members from their own party; negative influence assortment means
that players are predominately exposed to members of the opposing
party. To be precise, the influence assortment of player i is defined as

Information gerrymandering arises when parties have asymmetric
influence assortment. We quantify information gerrymandering as the
difference in assortment between a party P and its opposition, by defining the influence gap as



∆i
ai = 



− (1 − ∆ i )

if ∆ i ≥ 1/2
otherwise

(1)

in which ∆i denotes the proportion of the players who comprise the
poll visible to player i who are assigned to the same party as player i.
Notably, the influence assortment of a player depends in a nonlinear
way on the proportion of their influencers who share their party. This
definition is appropriate assuming players are strongly pulled towards
the majority view that they observe (Supplementary Information section 3). The overall assortment of the influence network, denoted A I,
is the average influence assortment of its nodes.
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in which P are the nodes assigned to party P , H are human nodes
and N is the total number of nodes. Our model predicts that a party
with a positive influence gap will benefit from information gerrymandering.
To test this prediction, we conducted experiments with human subjects (n = 2,520) playing the voter game, in which we varied only the
structure of the influence network (Fig. 3). All games involved two parties of equal size (12 players each) with fixed payoffs (B = 2 and b = 0.5),
super-majority threshold (V = 60%) and duration (240 seconds) (for
full details of experiments and pre-registrations, see Supplementary
Information sections 1–3). In the baseline condition, each player sees a
poll that consists of three players from their own party and three players
from the opposing party, but the influence network is otherwise drawn
randomly. Under this condition of no influence assortment, each party
achieved a winning consensus in roughly one-quarter of experimental replicates; deadlock occurred in the remaining half of replicates
(Fig. 3a). The time-series data from this condition were used to infer the
probabilistic voting parameters of our behavioural model by maximum
likelihood (Supplementary Information section 2.2). The distribution
of inferred strategies is consistent with a Nash equilibrium for the voter

Letter RESEARCH

Experiment
Model
0.4

0
! = 0.0, ! = 0.0

c
Intermediate assortment

d

B

B B B B

d

0.4

e

B B

Complete assortment

Asymmetric assortment

Fig. 2 | Influence assortment and information gerrymandering.
a–d, The polling information available to a player in the voter game is
determined by their placement on a directed graph, called the influence
network. All of the example graphs here have nodes with identical
indegree and outdegree equal to three; and background colours indicate
the party with the majority of influence on each node (grey indicates no
majority). Each individual may be influenced predominantly by their own
party (positive influence assortment), predominately by the opposition
party (negative influence assortment) or evenly split between parties (no
influence assortment). a–c, When both parties have the same distribution
of influence assortment across their members, assortment is symmetric
and the decision outcome will be unbiased. d, An asymmetric distribution
of assortment can distort the flow of information so that, even when
all players have the same amount of influence, a majority of players are
influenced primarily by one party’s members—a phenomenon that we call
information gerrymandering.

game (Supplementary Information section 5), which includes a portion
of players who behave as zealots.
We used our behavioural model to predict the quantitative effects of
influence assortment and information gerrymandering on voting outcomes in four other experimental conditions. All treatments retained
the constraint that players have fixed and equal indegrees and outdegrees, and thus the same amount of influence. Our model predicts that
information gerrymandering will skew the final vote towards the party
with a positive influence gap (GI > 0) and that this party will achieve
a winning consensus more often than its opposition. Both of these predictions were validated experimentally (one-sided Wilcoxon signedrank test, P = 0.003 and one-sided binomial test, P = 0.02; Fig. 3b),
demonstrating that a party does indeed gain a considerable advantage
by information gerrymandering.
If one party benefits from information gerrymandering then, understanding this, the opposing party will naturally seek to do the same.
The party that has a disadvantage (GI < 0) can redress the imbalance
only by increasing the influence assortment of its members (equation (2)). But when both parties have equally high levels of influence
assortment (A I > 0 and GI = 0), neither party will have an advantage.
In fact, our model predicts that both parties will suffer from their
self-constructed echo chambers, resulting in deadlock more often than
in the case of no influence assortment. This prediction was also validated experimentally (one-sided t-test, t = 2.5, P = 0.006; Fig. 3),
demonstrating that increasing the influence assortment of your party—
although a rational response to information gerrymandering by your
opponent—decreases the rate of consensus and therefore decreases
payoffs for both parties.
Information gerrymandering by differential influence assortment
requires a degree of coordination among party members that may be
impractical in some settings. Another way to achieve the same advantage
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Fig. 3 | Undemocratic outcomes and polarization in the voter game.
We conducted experimental voter games on human subjects (n = 2,560),
varying only the structure of the influence network. Each game involved
24 players, including any bots. a, We inferred the parameters of our
behavioural model (Fig. 1c) from experiments in a baseline condition:
networks with no influence assortment and no influence gap ( AI = 0 and
GI = 0). The model recapitulates the observed, bimodal distribution of
voting outcomes. b–e, We used the model to predict the distribution of
voting outcomes in 4 additional conditions each with ≥20 replicates
(model predictions are shown in grey and experimental results are overlaid
in light blue). b, Information gerrymandering (GI = 0.5) produced vote
shares as large as 67% for the more assorted party, which received a mean
vote share of 57% across experimental replicates, consistent with the model
prediction (Table 1). c, Asymmetric placement of 6 zealot bots also
favoured the party with a positive influence gap, resulting in vote shares as
large as 63% and a mean vote share of 53%. d, Symmetric influence
assortment gave neither party an advantage, and the frequency of a
consensus (15%) was markedly reduced compared to networks without
assortment (55%). e, Symmetrically placed bots gave neither party an
advantage and resulted in deadlock for all replicates. Dashed lines indicate
thresholds V = 60% and 1 − V = 40%. The party favoured by information
gerrymandering is depicted as yellow in the example graphs, but was in
fact assigned to yellow and purple evenly across experimental replicates.

is to encourage players to adopt a zero-sum worldview and act as zealots.
Or, in online interactions, bots can be deployed in place of actual human
zealots. In the context of the voter game, zealot bots always project the
intention to vote for their party regardless of the polls. Placed in strategic
locations, zealot bots can increase the influence assortment of their party
and decrease the influence assortment of the opposing party, generating
a positive influence gap. When one party’s zealot bots are so deployed
(GI > 0) , our model predicts that the vote will be skewed in its favour
and the party will win a consensus more often than its opposition. The
first of these predictions was validated experimentally (one-sided
Wilcoxon sign-rank test, P = 0.002; Fig. 3) and the second was not statistically significant (one-sided binomial test, P = 0.2; Fig. 3). Thus a
party receives some advantage from information gerrymandering by
zealot bots. However, if both parties seek to use bots in the same way,
then overall influence assortment increases, neither party receives an
advantage and deadlock occurs in all experimental replicates (Fig. 3e).
Collective decisions often involve more individuals, with greater
heterogeneity in influence, than used in our experiments. To study
information gerrymandering on complex networks, we simulated our
experimentally derived behavioural model on large influence networks
with long-tailed degree distributions (Supplementary Information section 6). Information gerrymandering arises easily in these networks,
and the influence gap GI continues to be predictive of the resulting vote
skew (Fig. 4a). Information gerrymandering induces vote skews that
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Table 1 | Vote share and consensus
Vote share model

Vote share experiment

Consensus model

Consensus experiment

No assortment

0.50 (0.41–0.59)

0.48 (0.42–0.54)

0.63 (0.35–0.85)

0.55 (0.25–0.70)

Asymmetric assortment

0.60 (0.56–0.63)

0.57 (0.53–0.60)

0.47 (0.20–0.70)

0.45 (0.20–0.65)

Asymmetric bots

0.56 (0.54–0.59)

0.53 (0.51–0.55)

0.19 (0.05–0.33)

0.18 (0.03–0.28)

Symmetric assortment

0.50 (0.46–0.55)

0.51 (0.47–0.55)

0.18 (0–0.35)

0.15 (0–0.30)

Symmetric bots

0.50 (0.49–0.51)

0.50 (0.49–0.51)

0.01 (0–0.05)

0 (0)

Mean vote share and frequency of a winning consensus observed in experiments and predicted by the behavioural model, for the five experimental conditions shown in Fig. 3. Parentheses show 95%
confidence intervals derived by Efron bootstrap (experiments) or by Monte Carlo simulations (model).

are as large as 40% when two parties have equal size. Gerrymandering
can also reverse a 2:1 difference in party size, allowing the minority
party to win a majority of votes under our model (Fig. 4a).
To study groups with heterogeneous incentives, we simulated the
voter game on complex networks in which 20% of randomly placed
players hold a zero-sum worldview, resulting in 20% more zealots in
each game. Information gerrymandering continues to arise in this
setting, and the influence gap continues to predict vote outcomes
(Supplementary Figs. 12–14). Across diverse networks—in which party
representation ranged from 50:50 to 80:20—the influence gap accounts
for at least 40% of the variance in vote share under our behavioural
model (Supplementary Table 2).
Our results on the voter game raise the question of whether realworld collective decisions bear the hallmarks of information gerrymandering. To investigate this, we constructed networks from a variety
of empirical influence relationships, in which assortment may either
arise by strategic design or emerge spontaneously by self-assembly. We
measured influence relationships among lawmakers, using data on bill
co-sponsorship and among participants in online political discussions
(Supplementary Information section 7). We found significant differences (P < 0.01, t-test) in influence assortment between the governing and non-governing parties in six out of eight European legislative
bodies; and between Democrats and Republicans in online political
discussions preceding US federal elections (Fig. 4c). The influence gaps
observed in these diverse forms of political discourse are comparable in magnitude to those that induce large (>10%) vote skews in our
model and experiments. Influence gaps also occur in the networks of
bill co-sponsorship of the US Congress (Fig. 4b), which show a pattern
b

0.5

–2.0

–1.0
0
1.0
Influence gap ( )

2.0

0.5
0
–0.5

–2.0

–1.0
0
1.0
Influence gap ( )

2.0

|)

0
–1

US House
1975 1979 1983 1987 1991 1995 1999 2003 2007

Year

1

0
–1

US Senate
1975 1979 1983 1987 1991 1995 1999 2003 2007

Fig. 4 | Information gerrymandering on simulated influence networks
and empirical networks of political discourse. a, We simulated our
behavioural model of the voter game on 105 networks with power-law
degree distributions that reflect broad variation in individual influence.
The influence gap GI between two parties assigned randomly to nodes
correlates strongly with voting outcomes on these networks. Information
gerrymandering (GI > 0) induces large vote skews (top; equal-sized
parties), allowing even a minority party to win a majority of votes
(bottom; one party is twice as large). b, We constructed networks of
influence among lawmakers in the US Congress based on records of
bill co-sponsorship25 (Supplementary Information section 7). The
Democrats (blue) in the House and Senate exhibit consistent positive
influence assortment; whereas the Republicans (red) have historically been
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of increasing influence assortment over time, consistent with previous
accounts of increasing polarization in Congress based on established
metrics of political ideology16 (Supplementary Fig. 17).
Political polarization and echo chambers are the focus of intense
research and public discussion1–3,10. Unravelling the psychological mechanisms at play when people interact with different identity
groups17,18, opposing viewpoints19, hot-button topics such as climate
change20, fake or misleading news9, trusted versus distrusted sources21
and bots4,22 is vital for understanding decision making in real-world
settings. Furthermore, affective polarization10—negative attitudes to
members of the other party, rather than to specific policies—is of great
importance as it may cause people to adopt a zero-sum worldview.
Nevertheless, our study on the voter game highlights how sensitive
collective decisions are to information gerrymandering on an influence
network, how easily gerrymandering can arise in realistic networks
and how widespread it is in real-world networks of political discourse
and legislative process. Our analysis provides a new perspective and a
quantitative measure to study public discourse and collective decisions
across diverse contexts.
Central to this perspective is the understanding that influence assortment presents a group-level social dilemma23. Symmetric influence
assortment allows for democratic outcomes, in which the expected vote
share of a party is equal to its representation among voters; and low
influence assortment allows decisions to be reached with broad consensus despite different partisan goals. A party that increases its own
influence assortment relative to that of the other party by coordination,
strategic use of bots or encouraging a zero-sum worldview benefits
from information gerrymandering and wins a disproportionate share
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less assorted, suffering from a negative influence gap. Starting in 1994,
Republican influence assortment increased considerably and has since
remained nearly as high as among Democrats, consistent with increased
polarization16 in Congress since the mid-1990s. c, We analysed bill
co-sponsorship in the upper (UC; light green) and lower (LC; dark green)
chambers of the Czech, French, Italian and Romanian legislatures during
their most recent sessions26. We observe significant influence gaps in all
except the Czech and French upper chambers (Supplementary Table 5).
We analysed datasets of online political discussion27–29 (black) during the
2004, 2010 and 2016 US elections. We observe a significant Republicanleaning influence gap in the 2004 blog network and in the 2010 Twittermention network and a significant Democratic-leaning influence gap in
the 2016 news intake network (Supplementary Information section 7).
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of the vote—that is, an undemocratic outcome. However, other parties
are then incentivized to increase their own influence assortment, which
leaves everyone trapped in deadlock.
This dilemma is reminiscent of the two-player Prisoner’s Dilemma.
Although mutual defection is the only Nash equilibrium for two individuals, a large literature has established mechanisms to avoid defection
in the Prisoner’s Dilemma, such as reciprocity, punishment and reputation24. Future research must seek to resolve the group-level dilemma
that arises from the presence of information gerrymandering in collective decisions.
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1

Experimental protocol

We recruited subjects from Amazon Mechanical Turk (AMT), a widely used online labor market for
incentivized game experiments 1 . Subjects were prohibited from participating in more than one session of
the game, based on the unique identifier assigned to them by AMT. We implemented the experimental
setup using Breadboard 2 , a platform that facilitates simultaneous interactions between players embedded
in networks. Experimental data were collected in several phases from September 2017 through March
2018. Each session of the experiment took up to 40 minutes. Participants in our study were paid a $3
show-up fee plus a bonus of up to $2, depending on the outcome of the game. The experimental setup
was pre-registered. The human-subject research was approved by the Yale University Committee of the
Use of Human Subjects IRB protocol #1307012383 1 .
We first conducted pilot experiments to develop our model of voter behavior and to calibrate our
parameter choices for the game duration, the supermajority threshold V , the poll size, and the payo↵s B
and b. Based on these calibration experiments we chose B = 2, b = 0.5, V = 0.6, poll size 6, and game
duration 240 sections for all subsequent experiments.
Following the calibration experiments, we pre-registered qualitative predictions for the e↵ects of influence assortment and bots in the voter game (pre-reg 1, pre-reg 2). To perform these experiments we
recruited at a total of 2,520 unique subjects from Amazon Mechanical Turk, over the course of 120 experimental sessions in total. We ran 20 replicate sessions for each of five experimental conditions (Figure 3,
main text) and 20 additional sessions for the condition of asymmetrical bots (pre-reg 3). For conditions
with asymmetrical influence assortment we ran half of the sessions with the influence gap in favor of the
purple party and the other half with the influence gap in favor of the yellow party. The experimental
condition for each session was randomly chosen before the session was launched. Once joining a session,
subjects were randomly assigned to one of the two teams (purple or yellow), and were asked to take
a tutorial, followed by four multiple-choice questions about the game rules and the payment structure
(the questions were the same across conditions, to avoid potential selection issues). Those who could not
provide a correct answer to all questions were not allowed to continue to the game. The voter game itself
started 700 seconds after the session was launched. Each session of the voter game was conducted with
exactly 24 players equally assigned to each team – i.e. 24 human players for games without bots and 18
human players (9 in each team) for games including 6 bots. Sessions that did not reach the minimum
number of players were canceled and subjects received the show-up fee. In sessions with more than required number of subjects, randomly selected surplus players were paid the show-up fee and dropped out
of the game. Based on the experimental condition in the session, a directed network with 24 nodes was
constructed (see Section 4, below) and populated with players according to their teams.
Each session of the voter game lasted for 240 seconds. A screen-shot illustrating the player interface
is shown in Figure S1. A count-down timer indicated the remaining time to each player, throughout the
game. Each subject was provided with real-time aggregated polling information of the voting intentions of
those subjects assigned to their polling group; their own current vote; and their assigned team. Subjects
could change their vote at any time before the timer ran out. We stored all updates of voting intentions of
each player, the polling information seen by each player, and the aggregate votes of the whole group. Once
the voter game was finished, subjects were informed of the outcome of the game and their associated bonus
payo↵ (either $2, $0.5, or $0). Finally, subjects were asked to answer a set of post-experiment questions
about their decisions in the game, followed by a panel of demographic questions.
1

The experiments were conducted and the data were collected when the researchers were with Yale University.

2

Figure S1: Screen-shot of player interface. During the voter game each player sees a screen reminding them
of their assigned team, their current vote, and the current state of the poll (both visually and in words). In addition,
they are reminded that the poll shows only a subset of the entire group’s voting intentions. Two colored buttons
allow players to change their vote at any time, with a single click.

2
2.1

Behavioral model
Mathematical model

Based on the pilot experiments we developed a stochastic model of behavior in the voter game. Under
our model the probability that a player expresses her intention to vote for her assigned team (party) at
time t depends on the overall state of the poll (projecting either win, lose, or deadlock) that she sees at
time t and the duration of time remaining (early or late phase of the game). This assumption results in
a six-dimensional strategy space: p = {pwin,early , pdeadlock,early , plose,early , pwin,late , pdeadlock,late , plose,late } as
depicted in Figure 1 (main text).

2.2

Parameter inference

We inferred the parameters of our behavior model from the experimental data collected in the baseline
condition (no influence assortment and no bots, Figure 3a); and we used the parameterized model to
make quantitative predictions for four other experimental treatments which involve influence assortment
and bots (Figures 3b-3e).
Given a transition time t⇤ between the early and late phases of the game, the six parameters associated
with a subject were inferred from time series of the subject’s expressed voting intentions and visible polls,
using maximum likelihood. In particular the maximum likelihood estimate for the probability of a subject
k voting for her team, p̂ki,j , where i denotes the poll state (win, lose or deadlock) and j denotes the game
phase (late or early) is simply
p̂ki,j

=

k
vi,j
k
⌧i,j

(1)

k denotes the amount of time subject k is observed voting for her team when her poll is in state
where vi,j
k denotes the amount of time the poll of subject k is in state i during
i and the game is in state j; and ⌧i,j
phase j.
The inferred strategies make intuitive sense (Supplementary Figure S3, below). Virtually all players
intend to vote for their preferred party when the poll they see suggests their party will achieve a winning
consensus (i.e. a vote share exceeding V ). Most players continue to vote for their party with high
probability when their poll suggests deadlock as the likely outcome, presumably to sway the group towards
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log likelihood

their party. But roughly half of players vote for the opposing party when their poll projects the opposing
party will achieve a winning consensus, presumably to avoid deadlock and zero payo↵; while the other
half play as zealots and vote for their party under all polling conditions, even though the game payo↵s
reflect a compromise worldview.
In addition, players exhibit di↵erent behavior in the early versus late phases of the game: when the
poll projects deadlock, a player is more prone to vote for the opposing party late in the game, reflecting
increased urgency to reach some form of consensus. The global transition time t⇤ between the “early”
and “late” stages of the game was also inferred by maximum likelihood, from the joint time series of all
subjects in the baseline condition. Figure S2 shows the log likelihood profile 3 of t⇤ , which is maximized at
t⇤ = 83 and produces a 99% confidence interval of ±1 seconds according to the chi-squared distribution
with one degree of freedom.

transition time

(seconds)

Figure S2: Likelihood profile for transition time t⇤ . For each transition time 0  t⇤  240 we calculated the
maximum likelihood strategy p̂ki,j for all players k given the poll is in state i and the game is in state j according to
Eq. 1 above. We then computed the likelihood of the observed time series of votes for all players given their inferred
strategies, to produce the likelihood profile of transition time t⇤ , shown in the figure. The maximum occurs at
tˆ⇤ = 83 with a 99% confidence of ±1 seconds, according to the chi-square distribution with one degree of freedom.
The likelihood at t⇤ = 83 compared to t⇤ = 0 or t⇤ = 240 strongly supports a model with two phases of behavioral
strategies, as opposed to a model with time-invariant strategies (the di↵erence in log likelihood exceeds 2,500).

There is strong statistical support for the model with six parameters per player (two temporal phases
of the game) compared to the model with three parameters per player (time-invariant voting parameters),
as shown in Figure S2. Moreover, at the level of individual players we observe a statistically significant
di↵erence in voting parameters in the early versus late phase, when the poll visible to the player suggests
deadlock (paired t-test, Table S1). However, we find no statistical di↵erence in a player’s early- versus
late-game behavior when the poll projects the player’s party, or the opposing party, to win a supermajority
of votes.
In order to simulate sample trajectories of our stochastic model we also specify the rate at which
players update their voting intention – that is, redraw their intention as a Bernoulli random variable
with parameter pi,j depending upon the phase of the game and state of the current poll. We set this
rate equal the empirical average rate at which polls change in the baseline condition, namely 3.3 seconds.
Simulations of the stochastic model, using the distribution of strategies inferred from the baseline condition
data, produce time series that are qualitatively similar to the empirical time series (Figure S4).
4

Poll state

p

tstat

DoF

win

0.6

0.5

679

deadlock

5e-5

4.1

896

lose

0.5

0.7

672

Table S1: Early- versus late-game strategies Paired t-test for players’ inferred strategies in the baseline
condition, before and after t⇤ = 83 seconds. We find a significant di↵erence between players’ strategies in late
versus early phases, when the players’ polls projects deadlock as the outcome.

1

1

0

frequency

0

pwin, early

1

1

0

0

pwin, late

1

0

pdeadlock, late

1

0

plose, late

1

1

0

pdeadlock, early

1

1

0

0

0

1

0

plose, early

1

0

Figure S3: Distribution of inferred strategies under the baseline condition. We inferred the strategy
p = {pwin,early , pdeadlock,early , plose,early , pwin,late , pdeadlock,late , plose,late } for each subject in the baseline experimental
condition of no influence assortment and no bots. The figure shows the distribution of inferred strategies across
all 480 subject in the baseline condition. We observe a uni-modal distribution of parameters when a player’s team
is winning (yellow, top) or when polls are deadlocked (gray, middle), in both phases of the game, with players
overwhelmingly likely to vote for their assigned team. However, we observe a bi-modal distribution when the poll
favors the opposing team (purple, bottom), with roughly half of players sticking with their team no matter what,
and half of players voting for the opposing team.

2.3

Model predictions

We used our mathematical model of voter behavior with parameters inferred from the baseline condition
(Figure 3a) to make quantitative predictions for the e↵ects of influence assortment and propaganda bots
on the distribution of vote outcomes (Figure 3b-3e). To do so, we simulated voter games on the same
networks with the same distribution of propaganda bots as those used in our empirical experiments
(Figure 3b-3e), with each non-bot node assigned a behavioral strategy drawn from the distribution of
strategies inferred from the baseline condition. We simulated the behavioral dynamics on each network
for 240 seconds, and then recorded the final vote for each simulation. We generated 104 such simulations.
5

simulated time series

vote share

vote share

experimental time series

time (seconds)

time (seconds)

Figure S4: Empirical and simulated voting time series. We show a sample of 15 empirical (left) and 15
simulated (right) time series for a group of 24 players connected by influence networks from the baseline condition
(no influence assortment, no bots). The purple line shows the overall proportion of players voting purple, and the
yellow line the overall proportion of players voting yellow.

This ensemble, generated for each of five experimental conditions, provided the distribution of predicted
outcomes and confidence intervals shown in Figure 3.
Based on a pilot version of our behavioral model we developed and pre-registered the following predictions:
1. Increasing influence assortment will significantly decrease the probability of supermajority consensus, compared to the baseline condition.
2. When teams are composed of 25% zealot bots that are distributed symmetrically this will significantly decrease the probability of supermajority consensus, compared to the same network without
bots.
3. Influence asymmetry will cause the party with a positive influence gap to win a supermajority
significantly more often than opposing party.
4. Influence asymmetry will significantly increase the probability of supermajority consensus, compared
to a symmetrical distribution of players with the same overall assortment.
5. When teams are composed of 25% zealot bots distributed asymmetrically this will give a significant
advantage in winning supermajority consensus to the party with a positive influence gap.
6. Asymmetrically distributed bots will significantly decrease the probability of supermajority consensus, compared to a symmetrical distribution of players with the same overall assortment and
without any zealot bots.
In the pre-registration we proposed to use logistic regressions, with one observation per experimental
replicate, taking the vote outcome as the dependent variable (0=no supermajority, 1=supermajority) and
6

a condition dummy (0=condition 1, 1=condition 2) as the independent variable, to test each of the six
pre-registered hypotheses. However, we subsequently realized that this is inappropriate for hypotheses 3
and 5 (the within-condition hypotheses), since there are two outcomes per experimental replicate (one
for each party), and the outcome for one party is mechanically related to the outcome for the other
party. Therefore, we tested hypotheses 3 and 5 using a binomial test, asking whether the the party with
a positive influence gap had greater than 50% chance of winning a supermajority among games that did
not result in deadlock. In addition, within each of the two asymmetric conditions we tested whether the
party with a positive influence gap garnered a larger vote share, using a signed rank test.
The results of the eight tests are as follows:
1. Influence assortment significantly decreases the probability of consensus compared to the baseline
condition (t = 2.5, p = 0.006).
2. Symmetrically distributed bots do not significantly decrease the probability of consensus compared
to the same network without bots ( 2 = 3.2, p = 0.07).
3. Influence asymmetry causes the party with a positive influence gap to win a supermajority more
often than the opposing party (binomial test, p = 0.02).
4. Influence asymmetry causes a significant increase in the frequency of supermajority consensus (t = 2,
p = 0.02).
5. Zealot asymmetry does not cause the party with a positive influence gap to win a supermajority
significantly more often than the opposing party (binomial test, p = 0.2).
6. Zealot asymmetry does not cause a significant decrease in the amount of supermajority consensus
(t = 0.2, p = 0.4).
7. Influence asymmetry causes the party a positive influence gap to achieve a significantly greater mean
vote share than the opposing party (signed rank test, p = 0.003).
8. Zealot asymmetry causes the party with a positive influence gap to achieve a significantly greater
mean vote share than the opposing party (signed rank test, p = 0.002).
Note that in the case of hypothesis 2, supermajority consensus is never achieved in the presence of
bots. As a result we cannot perform a logistic regression, and instead perform a chi-squared test.
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3

Influence assortment and influence gap

The notion of influence assortment on the influence network in the voter game naturally generalizes to any
weighted, directed graph that describes the voices an individual listens to when making a decision. Here
we provide a definition of influence assortment on an influence network that generalizes the definition
used in the main text. Our definition of influence assortment is chosen to best capture the presence of
information gerrymandering generated by the topology of the influence network.
We provide definitions and analysis for influence networks with nodes colored according to whether
they belong to the “yellow” or “purple” party. (The party to which a player belongs is the one that
maximizes the player’s benefit if it receives a supermajority of votes). A node in such a network is
characterized by its color and by the set of its outgoing edges, which determine the social influence on the
node. The social influence along an edge is determined by its weight and by the color of the originating
node. Our goal in defining the influence assortment and the influence gap is to provide quantitative
measures, based on the network topology, that capture the strength of the overall social influence on each
individual node, and on the members of both parties.

3.1

General definition of influence assortment and influence gap

Intuitively, if all the social influence on a node comes from members of her own party then the node is
highly positively assorted. When the social influence a node experiences is mixed, but still predominantly
from her own party, then the node is still positively assorted, but less so. If the social influence experienced
by the node is predominantly from the other party, the node is negatively assorted. And if all the social
influence on a node arises from members of the opposing party, then the node’s influence assortment is
highly negative.
To capture this simple intuition we define the strength of influence assortment experienced by a node
i as
ai = f ( i ) f (1
(2)
i)
where i is the proportion of direct social influence on node i arising from her own party, and where f
is an increasing function that describes the resulting “pull” of the aggregated social influence from each
party on the node. We define f precisely, below. For a two-party decision process on an influence network
with nodes i, each assigned to a party Ti , and with edge weights wij , where edges are directed from i to
j, that represent how much node i is influenced by node j, the quantity i is defined as
0
1
X
X
X
1@
(wij + |wij |) +
(|wij | wij )A
|wij |.
(3)
i =
2
{j|Tj =Ti }

{j|Tj 6=Ti }

j

In the case of the voter game studied in the main text, all weights wij are either zero or one, and i
reduces to the proportion of nodes in the poll visible to node i who belong to the same party as node
i. More generally, wij is a weight that describes the strength of influence from node j on node i. This
definition of influence assortment accommodates the possibility of negative influence by j on i (meaning
that a favorable opinion about party Tk expressed by player j tends to influence player i to have a more
negative opinion towards party Tk ).
The quantity i can be understood as the proportion of all influence on node i that she experiences
as favorable to her party; and (1
i ) as the proportion of all influence on node i that she experiences as
favorable to the opposing party. Alternative multiparty definitions – for example defining ai according to
the net influence of the party with the plurality of positive influence on a node – may be useful in some
settings, however we limit ourselves to the two-party case in this study.
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The influence gap experienced by party Ti is defined as the di↵erence between the average influence
assortment of players in party Ti and the average influence assortment of players in the opposing party
X
X
1
1
GI =
ai
ai ,
(4)
|P|
N |P|
T
T
i2H

i2P

i2H

i2P
/

which is Eq. 2 of the main text. The influence gap quantifies how the topology of the influence network,
and the arrangement of each party’s nodes, induces information gerrymandering that favors one party
over another. Note that since the influence gap from the perspective of party Ti , is the negative of the
influence gap from the perspective of the other party in a two-party game. If the influence gap is positive
this means that party Ti is more assorted, on average, than the opposing party. By definition, this means
that the members of party Ti are more strongly influenced, on average, towards their party than members
of the opposing party are influenced towards theirs. The natural expectation is that a party Ti with a
positive influence gap will have an advantage in the voter game – as is indeed the case in the predictions
of our behavioral model and in experimental observations (Figure 3).
The function f ( i ) in Eq. 2 quantifies the “pull” of a party on a node. We aim to choose f so that the
resulting definition of influence assortment captures the way in which network topology impacts social
influence on an individual. As so we stipulate that f must be monotonically increasing in i , meaning
that the greater the proportion of influence on a node that arises from her party, the greater pull she
experiences towards her party. However, choosing f to be linear in i is inadequate because, under such
a choice, the average influence assortment of two parties whose members all have equal influence will
always be equal and no influence gap can arise. Yet we have observed in experiments under precisely
this scenario that information gerrymandering can indeed arise and bias the vote towards one party or
another. Therefore we choose f to be a non-linear increasing function of i . In particular, we define f ,
with a single parameter h 0, as follows
f(

i)

=

i

exp[h( i
1 + exp[h(

i

1/2)]
.
1/2)]

(5)

That is, f is defined as a linear term multiplied by a sigmoid function, which captures the idea that a
party with > 50% of the influence on a node exerts a disproportionate pull on the node. Note that if
we specify h = 0 then we recover the case that f is linear, and influence assortment is simply the social
influence from the node’s party. By contrast, if h is large a node is strongly “pulled” towards its party
when the majority of the social influence on the node arises from the player’s own party.
Di↵erent values of the parameter h determine the degree of non-linearity in our definition of influence
assortment. We wish to specify a value of h that best captures the e↵ect of information gerrymandering,
whereby an influence gap favors one party. Figure S5 shows how the influence gap correlates with the
resulting vote di↵erence between parties, for di↵erent values of h, in simulated voting games across a range
of networks. These computations were done using the model of individual behavior inferred from our voter
experiments (Figure 3a) and for the same space of networks used in our experiments, i.e. networks in which
all nodes have the same number of incoming and outgoing edges. As Figure S5 shows, the definition of
influence assortment and resulting influence gap does a good job of capturing the e↵ects of network
topology on vote di↵erence provided h > 1. In particular, larger values of h lead to a more pronounce
change in the influence gap with vote di↵erence, across diverse network topologies.
In the main text we used the special case h ! 1, so that the sigmoid f (x) becomes a Heaviside
function and influence assortment is given by
(
1 2
i , if
i
ai =
(6)
(1
i ), otherwise
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Figure S5: Influence gap and vote skew for di↵erent values of h in the definition of influence assortment. Using the same space of networks as in our experiments (24 nodes, two parties of 12 nodes each, five
incoming and outgoing edges per node) we computed via simulation how the influence gap (Eqs. 2-5) correlates
with mean vote skew, for di↵erent values of steepness parameter h in the function f ( ) (Eq. 5). We generated all
possible networks in this space and ran our behavioral model on each to determine the mean vote skew. A linear
function f , when h = 0, cannot produce any influence gap on such networks or explain any variation in resulting
vote skew. But whenever h > 1 the resulting definition of influence assortment and influence gap is a good predictor
of resulting vote skew. The choice h ! 1 is used for the definition of influence assortment in the main text.
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4

Generating gerrymandered influence networks

We constructed polling networks for the voter game that exhibit an influence gap but do not otherwise
give an advantage to either party – i.e. networks in which there are equal numbers of purple and yellow
nodes each with identical in- and out-degree. To construct such networks we appealed to the methods
used in the political gerrymandering of voting districts (Figure S6). Districts that contain equal numbers
of voters can be drawn in such a way as to advantage one party, even if both parties have equal numbers of
voters. To do this, the gerrymandered party’s voters must be over-clustered in some districts and spread
too thin in others. Figure S6 shows an example in which one district is entirely purple while the other
three districts are one-third purple. If all players were to vote with their party in a hypothetical election
using these districts, yellow would win 75% of districts while receiving 50% of the votes.
The voter game consists of a single election, as opposed to multiple elections in di↵erent districts.
Nonetheless the concept of gerrymandering districts can be generalized to gerrymandering information in
the voter game. If we imagine that all the members of each district “see” each other in their poll during
the voter game, we would expect a similar advantage to yellow for the example shown in Figure S6 – and
such a network would indeed have an influence gap favoring yellow according to our definition. However
the resulting influence network consists of four unconnected components, and it is therefore undesirable
for studying a group collective decision. We can nonetheless make a gerrymandered influence network with
a single connected component by starting with the four unconnected components and randomly rewiring
edges (excluding self edges), by swapping the targets of pairs of directed edges with the same color target.
We illustrate this procedure of constructing gerrymandered influence networks in Supplementary Video
1.
For each experimental condition we generated a di↵erent random network according to this protocol:
1) Divide players into “districts”, each a complete graph, with the desired make-up to generate a given
influence gap. 2) Rewire 104 times the targets of randomly chosen pairs of edges with the same color
target. 3) Verify that the resulting graph has one connected component. By construction each network
generated in this way has the same influence assortment and influence gap, and fixed in- and out-degree
for all nodes, enabling us to isolate the e↵ect of information gerrymandering in the voter game.
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Figure S6: Constructing a gerrymandered influence network. To construct influence networks with equal
numbers of players and equal influence per node, we used an analogy with political gerrymandering, in which voting
districts of equal size are drawn in such a way as to benefit one party over another. We constructed networks for
a voting population of 24 players, with 12 preferring purple and 12 preferring yellow, and each player occupying
a district with six players. Each district is a complete sub-graph. A “fair” and unassorted set of voting districts
has three yellow and three purple players in each district (top left). Similarly, in an unassorted influence network
each player “sees” the voting intention of three purple and three yellow players (including self - bottom left). A
gerrymandered voting district that favors yellow ensures that yellow has a majority in the maximum possible number
of districts: three out of four (top right). Similarly, a gerrymandered influence network ensures that three out of
four players see a majority of yellow-preferring players (including self) in their aggregate polls (bottom right). After
constructing complete graphs for each district, we randomly re-wired the network (see SI text and Supplementary
Video 1) to produce a network with a single connected component.
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5

Game-theoretic analysis

In this section we describe a formal game-theoretic analysis of the voter game used in our experiments. Our
analysis characterizes the Nash equilibria in a strategy space based on the behavioral model developed
above. To define the voter game in a way that is amenable to game-theoretic analysis we consider a
repeated, N -player game in which players must simultaneously choose to vote either purple P or yellow Y
at each round. Half of the players are assumed to have a purple preference and half a yellow preference,
so that the teams have equal size. Each player is assumed to see the outcome of every other player’s vote
in the preceding round. The final outcome of the game, and resulting payo↵s to players, is determined
by the vote of each player when the game stops, as in our experiment. To reduce the complexity of a
finite-time horizon, we assume that initially each player votes for their preferred team, and the vote is
then repeated with probability 1
after each round. That is, we study the repeated voter game with
discounting, where the expected number of rounds is 1/ .
Similar to our behavior model used to study the experimental data, we assume in our game-theoretic
analysis that each player i has a three-dimensional strategy, pi = {pw , pd , pl }, composed of a probability
of voting for their team given the outcome of the preceding round (i.e. player’s team winning, pw , player’s
team losing, pl or deadlock, pd ). We further assume that players adopt one of two strategy types within
this space: either i) a zealot, who always votes with their team (p = {1, 1, 1}) or ii) a susceptible, who
assuredly votes with the winning team in the prior round, if there is one, and votes for their own team
with probability q under deadlock in the prior round (p = {1, q, 0}).
The primary result of our analysis is to show there exist three Nash equilibria in this iterated multiplayer game. Each Nash equilibrium is composed of a mixture of zealots and susceptible players. Two
equilibria are asymmetrical and lead to one team having an advantage, while the third equilibrium is
symmetrical and leads to democratic outcomes. Additionally, we show that when the number of zealots
in the population is low, the symmetrical Nash equilibrium is dynamically attracting, but also unstable
in the long term. We show, via simulation, that populations do indeed converge on the symmetric Nash
equilibrium in the short term even when small groups of N = 24 are considered. Finally, we show that
a population adopting the symmetric Nash strategy will succumb to information gerrymandering if they
play on a network with an influence gap.

5.1

Dynamics of the repeated game

Under our assumed strategy space, the dynamics of the repeated game over subsequent rounds are relatively simple. Let Zy denote the number of zealot players on the yellow team and Zp the number of zealot
players on the purple team. First note that the winning states for both teams are absorbing states of the
discrete Markov chain describing the repeated game. To see this, simply note that if a the purple team
has received a proportion V of votes in the preceding round, it assuredly receives a proportion 1 Zy /N
votes in the following round, which is the maximum proportion of votes that purple can ever receive given
the proportion of zealots on the yellow team. Thus if purple ever receives a supermajority of votes, it
is assured a supermajority of votes at the end of the game, so that the winning state is absorbing. It
follows that if 1 Zy /N < V then there are too many yellow zealots to allow purple to ever achieve a
supermajority of votes in any round of voting, and likewise if 1 Zp /N < V there are too many purple
zealots to allow yellow to ever achieve a supermajority. The iterated game therefore has four possible
forms: i) if 1 Zy /N > V and 1 Zp /N > V one of purple or yellow can achieve a winning supermajority,
ii) if 1 Zy /N > V and 1 Zp /N < V only yellow can achieve supermajority, iii) if 1 Zy /N < V and
1 Zp /N > V only purple can achieve a supermajority and iv) if 1 Zy /N < V and 1 Zp /N < V
deadlock is assured. In cases i-iii we must determine the probability of a team winning given the players’
strategies. This can be done relatively easily. The probability of the purple team gaining a supermajority

13

in the next round given that the game was deadlocked in the last vote is given by
N Zy

wp⇤

X

=

i=N V

Zp

min[i Zp ,N/2 Zy ] ✓

X

j=i N/2+Zp

◆
✓
◆
N/2 Zp i j N/2 Zy
qp
(1
i j
j

qy ) j

(7)

where qp is the probability of a purple susceptible voting for their team given deadlock in the preceding
round and qy is the equivalent probability for a yellow susceptible. The probability of purple reaching a
winning supermajority in round t + 1 after t rounds of deadlock is simply
wpt+1 = wp⇤ (1

)t (1

wp⇤

wy⇤ )t

(8)

and so the overall probability of purple winning the game is
wp =

1
X

wp⇤ (1

wy⇤ )t

(9)

wp⇤
.
wy⇤ ) + wp⇤ + wy⇤

(10)

)t (1

wp⇤

t=0

which simplifies to
wp =

(1

wp⇤

The equivalent quantities for the probability of the yellow team winning are found by exchanging the
indices p and y in Eqs. 7-10.

5.2

Symmetric Nash equilibrium

Using Eq. 7 and Eq. 10 we can determine whether there exists a symmetrical Nash equilibrium in this
strategy space, where by “symmetrical” we mean that Zp = Zy = Z and qp = qy = q for all players so
that both parties “look alike” and have equal expected payo↵.
We let B denote the payo↵ for a player on the winning team and b the payo↵ for the losing team,
with no payo↵ for deadlock. The expected payo↵ for the purple team, Sp , is then
Sp = B

(1

wp⇤

wp⇤
+b
wy⇤ ) + wp⇤ + wy⇤
(1

wp⇤

wy⇤
wy⇤ ) + wp⇤ + wy⇤

(11)

Now consider an symmetric strategy vector for a population comprised of 2Z zealots and N 2Z susceptibles each playing with susceptible strategy qp = qy = q. We consider the case that ⌧ 1, corresponding
to game with many repeated rounds. (This is consistent with our experiments and simulations, which
have > 100 “rounds” in that players update their vote once every few seconds over the course of four
minutes – which corresponds to < 0.01.) We can thus write the expected payo↵ to purple players as


wp⇤
Sp = B
wp⇤ + wy⇤


wp⇤ 1 wp⇤ wy⇤
wy⇤
+
b
wp⇤ + wy⇤ wp⇤ + wy⇤
wp⇤ + wy⇤

wy⇤ 1 wp⇤ wy⇤
+ O( 2 ).
wp⇤ + wy⇤ wp⇤ + wy⇤

(12)

Now consider what happens when a single purple susceptible player i unilaterally changes strategy by
increasing her probability of voting purple following deadlock by a small amount. From Eq. 7 it is clear
that this change of strategy will cause the probability of reaching a purple supermajority to increase by
a small amount ⌘p ⌧ 1 and the probability of reaching a yellow supermajority to decrease by a small
amount ⌘y ⌧ 1, resulting in a new payo↵


wp⇤
wp⇤ 1 wp⇤ wy⇤
wy⇤
wy⇤ 1 wp⇤ wy⇤
wp⇤ ⌘y + wy⇤ ⌘p
†
Sp ⇡ B
+
b
+
[B b].(13)
wp⇤ + wy⇤
wp⇤ + wy⇤ wp⇤ + wy⇤
wp⇤ + wy⇤
wp⇤ + wy⇤ wp⇤ + wy⇤
(wp⇤ + wy⇤ )2
14

Note that Sp† > Sp provided B > b, meaning it is always advantageous for a player on either team to
unilaterally increase their probability of voting for their party following deadlock. A symmetrical Nash
equilibrium of this type can therefore exist only in the limit q ! 1.
We assume that susceptibles experience some uncertainty when faced with deadlock, such that with
probability ✏ they misinterpret the outcome of the vote as favoring their party (and play accordingly), and
with probability ✏ they misinterpret the vote as favoring the other party (and play accordingly). Under
these circumstances, the candidate symmetric Nash equilibrium will produce a supermajority win in a
round following deadlock with probability
✓
◆
N/2 Z
⇤
⇤
wp = wy ⇡
✏N V N/2 (1 + O(✏)).
(14)
N V N/2
This can be a Nash equilibrium only if no player is incentivized to unilaterally reduce their probability of
voting for their party following deadlock to any value r < 1 ✏. If we consider the case of a purple player
unilaterally adopting such a strategy the resulting probability of each party gaining a supermajority after
deadlock becomes
✓
◆
N/2 Z
†
wp ⇡
✏N V N/2 r(1 + O(✏))
N V N/2
✓
◆
N/2 Z
wy† ⇡
✏N V N/2 1 (1 r)(1 + O(✏))
(15)
N V N/2
The resulting expected payo↵ following this change is then
Sp†

⇡b

(1✏ r

wy⇤
(1 + O(✏))
wy⇤ ) + wy⇤

(16)

where we have discarded terms of order O(✏wp⇤ ), and wp⇤ and wy⇤ here must be taken from Eq. 14. Eq. 16
is maximized when r = 0. An advantage cannot be gained by a switch if Sp† < Sp⇤ , i.e. if
b

(✏

wy⇤
<B
wy⇤ ) + wy⇤
(1

which reduces to

wp⇤
b

B

b

<

wp⇤
+b
wy⇤ ) + wp⇤ + wy⇤
(1
✓

◆
N/2 Z
✏N V
N V N/2

N/2

wp⇤

wy⇤
wy⇤ ) + wp⇤ + wy⇤

(17)

(18)

where we have neglected terms of order O( ✏).
Eq. 18 gives a necessary condition for a symmetric Nash equilibrium with qp = qy = 1 ✏ and
Zy = Zp = Z. To determine whether this condition is sufficient we must also check whether players can
gain an advantage by unilaterally switching from susceptible to zealot, or vice versa. We first consider
the case N (1 V ) > Z + 1 and imagine that a purple susceptible unilaterally changes to a zealot. The
resulting probability of each party gaining a supermajority after deadlock becomes
✓
◆
N/2 Z
†
wp ⇡
✏N V N/2 (1 + O(✏))
N V N/2
✓
◆
N/2 Z 1 N V N/2
†
wy ⇡
✏
(1 + O(✏))
(19)
N V N/2
and the expected payo↵ to the purple players becomes
Sp = B ⇣

wp⇤

1

wp⇤

⌘
+b ⇣
V) Z
⇤ + w ⇤ N (1 V ) Z
wy⇤ N (1
+
w
1
p
y N/2 Z
N/2 Z
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wp⇤
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⌘
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+
w
p
y N/2 Z
N/2 Z

An advantage cannot be gained by a switch if Sp† < Sp⇤ which leads to the condition
b
B

b

>

✓

◆
N/2 Z
✏N V
N V N/2

N/2

,

(21)

which is the converse of Eq. 18 above. Thus the only possible symmetric Nash equilibrium occurs when
the frequency of zealots, Z, satisfies
✓
◆
b
N/2 Z
⇡
✏N V N/2 .
(22)
B b
N V N/2
We must also consider the case that a purple player at this equilibrium might gain by switching unilaterally
from a zealot to a susceptible with probability r of voting for their party following deadlock. In this case
the probability of each party gaining a supermajority following a round of deadlock is
✓
◆
N/2 Z
wp† ⇡
✏N V N/2 r(1 + O(✏))
N V N/2
✓
◆
N/2 Z + 1 N V N/2 1
†
wy ⇡
✏
(1 r)(1 + O(✏))
(23)
N V N/2
which, if we again discard terms O(✏wp⇤ ), gives us
Sp†

⇡b

N/2 Z+1
wy⇤ N (1
V ) Z+1
✏
1 r

+ (1

N/2 Z+1
)wy⇤ N (1
V ) Z+1

(1 + O(✏))

(24)

and we recover the same condition as Eq. 18. Thus a population in which both parties play according
to Eq. 22 is a symmetric weak Nash equilibrium for the voter game, consisting of teams with a mixture
withN/2 Z susceptibles using strategy q = 1 ✏ and Z zealots, where Z is calculated from Eq. 22.
Finally we note that we can use a version of Stirling’s formula,
✓
◆
✓
◆
n c
k c
1
= 1 + O((n k) ) 1
,
(25)
k
n
to approximate the number of zealots at this symmetric Nash equilibrium (Eq. 22) in the limit of large
N:
2
3
N/2
N
V
1
✏
5.
Z⇡
log 4
(26)
2(1 V )
(B/b 1) N/2
NV

N/2

Figure S7 shows how the number of zealots at the symmetric Nash equillibrium depends on parameters
of the game, such as the supermajority threshold, V , and the amount of uncertainty during deadlock, ✏.
As the supermajortiy threshold V increases, the probability of either team reaching a winning majority,
w⇤ , decreases, and so both parties are incentivised to try to ensure a winning majority by adding zealots
– and so more zealots are present in the Nash equilibrium. In exactly the same way, the probability of
either party reaching a winning majority decreases as ✏ decreases (with q = 1 ✏), and so lower levels of
uncertainty result in both parties being incentivized to add zealots.

5.3

Asymmetric Nash equilibria

In addition to the symmetric Nash equilibrium described above, we note that asymmetrical Nash equilibria
arise when one party has enough zealots to prevent the other party reaching a supermajority, e.g. Zp /N >
1 V and Zy < 1 V . Under these circumstances wy⇤ = 0 and the yellow party’s payo↵ can only be
increased by increasing the probability of a purple supermajority, wp⇤ (assuming b > 0). The resulting
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Figure S7: Proportion of zealots at the symmetric Nash equilibrium of the iterated voter game.
Using Eq. 26 we calculated the proportion of zealots on each team at the Nash equilibrium (greyscale, lighter color
indicates more zealots) for networks of size N = 100 in games of average length 1/ = 100 with payo↵ ratio B/b = 4.

Nash equilibrium has Zp = N/2 and Zy = 0. (Note that if b < 0 the asymmetric equilibrium cannot arise
as the yellow party is incentivized to “cut their losses” and increase the number of zealots even when
wy⇤ = 0.)
Finally, we also note that if both parties have enough zealots to prevent the other team getting a
supermajority, i.e. Zp /N > 1 V and Zy /N > 1 V , the payo↵ to both teams is zero and there is no
e↵ect on payo↵ of a player unilaterally changing strategy unless e.g. Zp /N 1/N < 1 V in which case
a purple zealot can gain by switching to a susceptible.

5.4

Dynamic stability of Nash equilibria

We have shown (Eq. 13 and Eq. 20) that if both parties have a number of zealots Z/N < 1 V and
susceptible strategy q < 1 then players on both parties will be incentivized to change their respective
strategies by either increasing q or by switching from susceptible to zealot, until the number of zealots
reaches the equilibrium value Eq. 26. We would like to know however, whether such individual strategy
switching will cause a party to converge on either the symmetrical or asymmetrical Nash equilibria
described above. To test this we ran simulations (Figure S8), initialized with both teams at Z = 0
and q = 0.5 in which players were able to switch strategy either by choosing a new q or by switching
from susceptible to zealot (or vice versa). We find that the symmetrical Nash equilibrium is dynamically
attracting, but a saddle: both parties initially converge on the symmetrical equilibrium, and then very
slowly drift to one or the other asymmetrical Nash equilibria (Figure S8).

5.5

Nash equilibria when players have heterogeneous incentives

We can use the preceding results to analyse the case in which players have heterogeneous incentives.
In particular, we can study the case in which a proportion ↵ of players have a “zero-sum” incentive
structure, such that they prefer deadlock to the opposing team winning. The remaining (1 ↵)N players
are assumed to have the standard “compromise” payo↵ structure discussed above, with payo↵ B if their
team wins, payo↵ b < B if the opposing team wins, and payo↵ zero otherwise.
Note that the “zero sum” players have a single Nash equilibrium strategy regardless of the strategy
of other players, which is to behave as a zealot and vote for their party each round regardless of outcome
in the preceding round. Thus, when there are heterogeneous incentives, there are always at minimum
↵N/2 zealots on each team. Provided this value does not exceed the equilibrium value of Z that satisfies
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Figure S8: Dynamic stability of the symmetric Nash equilibrium in the iterated voter game. We
generated influence networks under parameters corresponding to our experimental games – N = 24, V = 0.6,
B/b = 4, 1/ = 240, ✏ = 0.05. We initialized networks with no zealots and all susceptibles using strategy q = 0, and
we calculated the expected payo↵ to each party. We then allowed one player to unilaterally change their strategy,
either by changing q to a random value q 2 [✏, 1 ✏] or by switching from susceptible to zealot (or vice versa) with
equal probability. The outcome of the game was re-simulated and the change of strategy was retained if it led to
an increase in expected payo↵. The process was repeated over 250 such strategy updates. This dynamic process
of strategy evolution was simulated in an ensemble of 104 replicate Monte Carlo runs. The left panel shows the
ensemble mean trajectory of the parameter q, which evolves towards the Nash equilibrium value q = 1 ✏. The
right panel shows the ensemble proportion of zealots on each team after 250 strategic updates (yellow denotes high
frequency in the ensemble, and blue indicates low frequency). The proportion of zealots after strategy evolution is
typically close to the symmetric Nash equilibrium value (central red dot), but it also drifts towards the asymmetrical
Nash equilibria (red dots on boundaries). Arrows show the direction of advantageous change in zealot number for
both teams assuming they use susceptible strategy q = 1 ✏. Note that the most frequent zealot proportion in
the simulations (yellow) is slightly displaced from the symmetric Nash equilibrium (central red dot, Eq. 22), due to
finite-size e↵ects in the simulations with N = 24.

Eq. 22 for the compromising players, the Nash symmetrical equilibrium Eq. 22 still holds, since when
it is adopted no player is incentivised to change strategies. If however there are too many players with
a zero-sum worldview, then the symmetrical Nash equilibrium does not exist and only an asymmetrical
equilibrium is possible.

5.6

Rational players on a gerrymandered influence network

We have identified a symmetric Nash equilibrium for the iterated voter game assuming players can see the
votes of all other players, each round. We can now ask whether the e↵ects of information gerrymandering
observed in our experiments would arise when players on both teams adopt strategies corresponding to
the symmetric Nash equilibrium. In particular, we imagine rational players who assume that their poll
is representative of the entire group and play accordingly, even though they are in fact placed on a noncomplete gerrymandered influence network. We find that under these circumstances the Nash strategies
do indeed reproduce the e↵ects of information gerrymandering found in our experiments – i.e. a network
with an influence gap will lead to biased voting outcomes when rational players assume they have complete
information (Figure S9).
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AI = 0.0, GI = 0.0

AI = 0.39, GI = 0.0

AI = 0.42, GI = 0.5

Figure S9: Symmetrical Nash equilibrium succumbs to information gerrymandering. We simulated
the iterated voter game on three di↵erent influence networks, with teams playing the symmetric Nash equilibrium
(Eq. 22). (left) The unassorted network allows both parties to win frequently; (center) the assorted, symmetrical
network leads to loss of consensus; (right) the gerrymandered network leads to a strong bias in favor of one party.
These results are very similar to those observed in our experiments (Figure 3), and they imply that information
gerrymandering is e↵ective against rational agents who assume they have complete information.
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6

Simulations on larger influence networks

To study information gerrymandering on larger networks with heterogeneity in individuals’ influence we
generated networks by preferential attachment, and ran simulations of the voter game under our behavioral
model. We generated an ensemble of networks with 100 nodes each by randomly adding directed edges
between nodes according to a preferential attachment algorithm for both in- and out-degree 4,5 . We added
edges between members of the same party at ten times the rate of edges between members of opposing
parties, in order to generate influence assortment. The resulting ensemble degree distribution of the
generated networks is shown in Figure S10. We measured the influence assortment and influence gap for
each network and we then ran our behavioral model of the voter game 100 times, on each network, to
calculate the average vote skew resulting from the network (main text Figure 4).

frequency
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Figure S10: Degree distribution of simulated networks. We generated networks of 100 nodes each using
a preferential attachment algorithm. The algorithm produces influence networks a long-tailed degree distribution,
such that a small number of nodes have a large amount of influence and most nodes have a small amount of
influence, similar to empirical influence networks (Figure S8). Shown is the ensemble average degree distribution of
105 simulated networks.

We also generated networks with i) asymmetry in party representation, using the same approach as
above but with 33 players of one party and 67 members of the other party (main text Figure 4), ii)
networks in which some players assuredly behave as “zealots” and always vote for their party – this
corresponds to players who experience incentives that make them prefer deadlock to their team losing
(which in e↵ect also includes “propaganda bots” who always advocate for their party - Figure S11) iii)
networks in which there is a partisan environment such that players receive a baseline level of influence
encouraging them to vote for their party (Figure S12) and iv) networks with a wide variety of party sizes
in order to explore the overall amount of variance explained in the outcome of the voter game by the
influence gap, party size and average influence per node (Table S2). We show that our definition of the
influence gap accounts for variation in influence by node, the presence of zealots, and asymmetry in party
representation. In all cases we find that influence gap is highly predictive of vote skew.
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6.1

Voting games in which players have heterogeneous incentives

Our experiments and models assume that all players face the same incentive structure, under which the
best outcome is their preferred party winning, the second-best outcome is the less preferred party winning,
and the worst outcome is deadlock. This “compromise worldview” incentive structure naturally applies
to collective decisions where all parties agree on a basic goal but di↵er on the best way to achieve that
goal. This is a type of scenario frequently faced by real voters. For example all voters may agree on the
need to improve the economy or reduce crime, but have di↵erent preferences about how to actually do
that.
There are some situations in which deadlock, and no action, is preferable to voters than is the less
preferred party winning. This “zero-sum worldview” naturally occurs when voters do not agree on a goal,
for example when deciding whether the UK should remain part of the European Union, or whether same
sex marriage should be legal. Under these circumstances, no individual is ever incentivized to do anything
other than vote for their preferred party, and the outcome of the voter game is trivial.
Finally, a group of voters may hold heterogenous incentives – i.e. some voters may regard deadlock as
the worst outcome while others regard the less preferred party winning as the worst outcome of a collective
decision. An example of an issue like this is gun control. The desirability of reduced gun violence is agreed
on by all, but some voters regard limiting access to firearms as a way to achieve this goal to be worse
than inaction.
Our modeling framework allows us to study collective decisions when voters experience heterogenous
incentives. Zero-sum voters, who prefer deadlock to the less preferred party winning, will always vote
for their party, i.e. they behave as zealots. In our experiments we show that such zealots can generate
an influence gap and skew the outcome of a vote depending on how they are positioned in an influence
network. We also note that such e↵ects could be produced intentionally using “bots” who behave like
zealots. Here we address the more general question of how heterogenous incentives impact the outcome
of votes in large simulated networks (Figure S12). We find that when networks are generated with the
addition of up to 20% zealots, the influence gap continues to correlate strongly with vote skew. Asymmetry
in the number of zealots from each party also correlates with vote skew, but more weakly.

Figure S12: Zealots on simulated networks. We generated networks in the same way as those in Figure S10
above, with 100 nodes and teams of equal size. On each such network we placed a random number of zealots,
drawn uniformly from the range zero to twenty, assigned to random nodes. Zealots always vote for their assigned
team, regardless of the polling data visible to them. The remaining players vote according the behavioral model
from section 2. (left) Simulations of our behavioral model on such networks produces a vote skew that is strongly
correlated with the influence gap, even when zealots are present. (right) The correlation between the “partisan
advantage” – i.e. the di↵erence in the number of zealots on either team – with vote skew is weak, and the variation
in vote skew is large, indicating that zealot placement (and the influence gap) matters far more than number of
zealots.
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6.2

Networks in which players experience a partisan environment

Our experiments and models assume that players’ decisions are only based on the incentives they face and
on the influence they receive from other players. In reality however there are also environmental factors
experienced by a large number of individuals arising from e.g. media coverage or other sources of received
wisdom. Information gerrymandering can be mitigated by such global sources of influence on the entire
group. Nonetheless, in this section we show that the influence gap continues to have a strong e↵ect on
vote outcome in our model, even when 40% of the influence felt by a node comes from environmental
sources.
We can incorporate such environmental factors into our analysis by assuming each player has an
additional outgoing edge to the purple party of weight Ep and an additional outgoing edge to the yellow
party of weight Ey . Our definition of influence on a player i from their party then becomes
0
1 0
1
X
X
X
X
1@
2ETi +
(wij + |wij |) +
(|wij | wij )A @
ET +
|wij |A .
(27)
i =
2
{j|Tj =Ti }

{j|Tj 6=Ti }

T 2T

j

where ET is the environmental influence in favor of party T and T is the set of all parties. Figure S13
shows the impact of environmental influence on the influence assortment measure. We see that if there
is environmental influence in favor of both parties the e↵ects are symmetrical but influence assortment is
reduced. In contrast, when there is environmental influence in favor of one party only, networks become
assorted in favor of that party. The case of moderate symmetrical environmental influence is shown in
Figure S14. We see that the influence gap continues to correlate strongly with vote skew even in the
presence of environmental influence.

Figure S13: Environmental influence and influence assortment. The influence assortment of a node
(h ! 1) with environmental influence as described be Eq. 27. (left) When both parties have equal environmental
influence, influence assortment is reduced. Here 0.1x influence corresponds to a value of E = 0.1, i.e. 10% of the
overall influence felt by a node is due to environmental e↵ects. (right) when only one party has environmental
influence, the influence assortment is shifted towards that party, indicating that the party has an advantage.
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Figure S14: Environmental influence and vote skew. Networks generated in the same way as those in Figure
S10 above, but with each party having a global environmental influence of E = 0.2 on each node, corresponding
to about 20% of the total influence felt by the average node. The influence gap correlates strongly with vote skew
even in the presence of environmental influence.
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6.3

Predictors of vote outcome

While influence gap correlates strongly with vote outcome over a wide range of influence networks, it is
clear that other factors, such as relative party size and relative overall influence of the parties, must also
have strong e↵ects on the outcome. In this section we report multiple regressions of various factors versus
vote outcome, to assess how much variation in outcome is explained by di↵erent aspects of the influence
network. For these analyses we generated 105 directed networks of 100 nodes each, using the preferential
attachment method described above, and with the relative party size varying between between 50 : 50
and 80 : 20. We simulated our behavioral model (Section 2) to determine the mean vote outcome on each
network.
We analyzed the following independent variables as predictors of vote outcome: i) number of members
of the larger party, N+ , ii) the influence gap, GI of the larger party, and iii) the di↵erence between the
average influence of the parties, DI (i.e. the average number of incoming edges per node in the larger party,
minus the average number of incoming edges per node in the smaller party). Despite weak co-linearity
among some of these predictors, we performed multiple linear regressions to determine their relationship
to two dependent outcome measures: i) the overall vote share received by each party, vd , and ii) the
average number of votes received per party member (i.e. the impact of each individual party member on
the vote share) for both the larger party, m+ , and the smaller party, m . The results are these regressions
are shown in Table S2a below.
Overall, the analyses of vote share indicate that ⇠ 75% of variance is explained by party size alone,
while ⇠ 45% of variance is explained by the influence gap alone (note that influence gap and party size
are partly correlated with each other), while ⇠ 20% is explained by influence per node alone. Altogether
these three factors explain 96% of variance in overall vote share. These results indicate that influence
gap remains a strong predictor of overall vote share, even when party size and total influence varies
considerably.
In contrast, the analyses of voter impact (vote share per party member) indicate that the influence
gap explains roughly ⇠ 67% of the variance, while influence per node explains ⇠ 45% of the variation,
and party size has little explanatory power. Taken all together these three factors explain ⇠ 85% of the
variance in voter impact. These results indicate that the influence gap is the predominant factor that
determines the impact on votes received per party member.
Partial correlations indicate that the influence gap explains ⇠ 80% of the variance in voter impact,
controlling for party size; and it has similar explanatory power for overall vote share (Table S2b).
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<latexit sha1_base64="g7w4Z1AMzuYZnJNtvgmByQhDAww=">AAAB9HicbVDLSgMxFL3js9ZX1aWbYBFclRkRdFnUhe4q2Ae0Q8mkaRuayYzJnUIZ+h1uXCji1o9x59+YaWehrQcCh3Pu5Z6cIJbCoOt+Oyura+sbm4Wt4vbO7t5+6eCwYaJEM15nkYx0K6CGS6F4HQVK3oo1p2EgeTMY3WR+c8y1EZF6xEnM/ZAOlOgLRtFKfiekOGRUprfT7n23VHYr7gxkmXg5KUOOWrf01elFLAm5QiapMW3PjdFPqUbBJJ8WO4nhMWUjOuBtSxUNufHTWegpObVKj/QjbZ9CMlN/b6Q0NGYSBnYyC2kWvUz8z2sn2L/yU6HiBLli80P9RBKMSNYA6QnNGcqJJZRpYbMSNqSaMrQ9FW0J3uKXl0njvOK5Fe/holy9zusowDGcwBl4cAlVuIMa1IHBEzzDK7w5Y+fFeXc+5qMrTr5zBH/gfP4AxsGSFg==</latexit>

<latexit sha1_base64="ohFumYrytqpuTIJS8eOVoAOHe2c=">AAAB9HicbVDLSgMxFL3js9ZX1aWbYBFclRkRdFl0oe4q2Ae0Q8mkaRuayYzJnUIZ+h1uXCji1o9x59+YaWehrQcCh3Pu5Z6cIJbCoOt+Oyura+sbm4Wt4vbO7t5+6eCwYaJEM15nkYx0K6CGS6F4HQVK3oo1p2EgeTMY3WR+c8y1EZF6xEnM/ZAOlOgLRtFKfiekOGRUprfT7n23VHYr7gxkmXg5KUOOWrf01elFLAm5QiapMW3PjdFPqUbBJJ8WO4nhMWUjOuBtSxUNufHTWegpObVKj/QjbZ9CMlN/b6Q0NGYSBnYyC2kWvUz8z2sn2L/yU6HiBLli80P9RBKMSNYA6QnNGcqJJZRpYbMSNqSaMrQ9FW0J3uKXl0njvOK5Fe/holy9zusowDGcwBl4cAlVuIMa1IHBEzzDK7w5Y+fFeXc+5qMrTr5zBH/gfP4Ay1aSGQ==</latexit>

<latexit sha1_base64="Nzt+qpkn33AfT0Yg6KoiMPi0do4=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBZBEEoigh6LXjxJRfsBbSib7aZdutmE3YlQQn+CFw+KePUXefPfuG1z0NYHA4/3ZpiZFyRSGHTdb6ewsrq2vlHcLG1t7+zulfcPmiZONeMNFstYtwNquBSKN1Cg5O1EcxoFkreC0c3Ubz1xbUSsHnGccD+iAyVCwSha6eGud9YrV9yqOwNZJl5OKpCj3it/dfsxSyOukElqTMdzE/QzqlEwySelbmp4QtmIDnjHUkUjbvxsduqEnFilT8JY21JIZurviYxGxoyjwHZGFIdm0ZuK/3mdFMMrPxMqSZErNl8UppJgTKZ/k77QnKEcW0KZFvZWwoZUU4Y2nZINwVt8eZk0z6ueW/XuLyq16zyOIhzBMZyCB5dQg1uoQwMYDOAZXuHNkc6L8+58zFsLTj5zCH/gfP4Awo2NcA==</latexit>

<latexit sha1_base64="Nzt+qpkn33AfT0Yg6KoiMPi0do4=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBZBEEoigh6LXjxJRfsBbSib7aZdutmE3YlQQn+CFw+KePUXefPfuG1z0NYHA4/3ZpiZFyRSGHTdb6ewsrq2vlHcLG1t7+zulfcPmiZONeMNFstYtwNquBSKN1Cg5O1EcxoFkreC0c3Ubz1xbUSsHnGccD+iAyVCwSha6eGud9YrV9yqOwNZJl5OKpCj3it/dfsxSyOukElqTMdzE/QzqlEwySelbmp4QtmIDnjHUkUjbvxsduqEnFilT8JY21JIZurviYxGxoyjwHZGFIdm0ZuK/3mdFMMrPxMqSZErNl8UppJgTKZ/k77QnKEcW0KZFvZWwoZUU4Y2nZINwVt8eZk0z6ueW/XuLyq16zyOIhzBMZyCB5dQg1uoQwMYDOAZXuHNkc6L8+58zFsLTj5zCH/gfP4Awo2NcA==</latexit>
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Table S2a: Proportion of variance explained by influence gap, party size, and influence per node
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<latexit sha1_base64="9UW3qkbhqlcNifp0Hk5hrWHTy2U=">AAACEHicbVDLSsNAFJ34rPUVdelmsIiCEJIi6LKooO4q2Ac0MUymk3boJBNmJkIJ+QQ3/oobF4q4denOv3HSFtHWAwPnnnMvc+8JEkalsu0vY25+YXFpubRSXl1b39g0t7abkqcCkwbmjIt2gCRhNCYNRRUj7UQQFAWMtILBeeG37omQlMe3apgQL0K9mIYUI6Ul3zxwRZ/fVf0s8o/cCKk+Riy7zP1r66e60FXumxXbskeAs8SZkAqYoO6bn26X4zQiscIMSdlx7ER5GRKKYkbysptKkiA8QD3S0TRGEZFeNjooh/ta6cKQC/1iBUfq74kMRVIOo0B3FlvKaa8Q//M6qQpPvYzGSapIjMcfhSmDisMiHdilgmDFhpogLKjeFeI+EggrnWFZh+BMnzxLmlXLsS3n5rhSO5vEUQK7YA8cAgecgBq4AnXQABg8gCfwAl6NR+PZeDPex61zxmRmB/yB8fEN3GKdGQ==</latexit>

<latexit sha1_base64="P2QMPLdOCZJ3zcZb19ReSJFMFHY=">AAACEHicbVDLSsNAFJ34rPUVdelmsIhuDEkRdFlUUHcV7AOaGCbTSTt0kgkzE6GEfIIbf8WNC0XcunTn3zhpi2jrgYFzz7mXufcECaNS2faXMTe/sLi0XFopr66tb2yaW9tNyVOBSQNzxkU7QJIwGpOGooqRdiIIigJGWsHgvPBb90RIyuNbNUyIF6FeTEOKkdKSbx64os/vqn4W+UduhFQfI5Zd5P619VNd6ir3zYpt2SPAWeJMSAVMUPfNT7fLcRqRWGGGpOw4dqK8DAlFMSN52U0lSRAeoB7paBqjiEgvGx2Uw32tdGHIhX6xgiP190SGIimHUaA7iy3ltFeI/3mdVIWnXkbjJFUkxuOPwpRBxWGRDuxSQbBiQ00QFlTvCnEfCYSVzrCsQ3CmT54lzarl2JZzc1ypnU3iKIFdsAcOgQNOQA1cgTpoAAwewBN4Aa/Go/FsvBnv49Y5YzKzA/7A+PgG33idGw==</latexit>
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Table S2b: Partial correlations.
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7.1

Empirical Influence Networks
Online political discussion

Social media and other online interactions around politics provide real-world examples of influence networks because they can capture both the party affiliations of nodes as well as indications of who is
influencing whom. We analyzed three such published datasets, from diverse sources, concerning online
political discussion in the lead up to U.S. elections in 2004, 2010 and 2016 (Table S3). These networks are
comprised of thousands of nodes and they exhibit long-tailed degree distributions (Figure S15) similar to
our simulated networks generated by preferential attachment (Figure S10). Our goal in analyzing these
empirical networks is to determine whether or not the topological of interest, namely an influence gap,
occurs in real-world settings.

nodes (D)

influence
gap

edges

blogs
(2004)

1,490

19,025

732

758

0.90

0.79

0.85

-0.1

twitter
mentions
(2010)

18,470

70,404

7,115

11,355

0.46

0.21

0.24

-0.22

938

27,852

608

330

0.51

0.66

0.57

0.15

news intake
(2016)

nodes (R)

assortment assortment
total
(R)
(D)
assortment

nodes

Table S3: Summary of empirical datasets. We gathered datasets describing influence networks for the major
political parties (Republicans and Democrats) across a diverse range of media in the run-up to the U.S. elections
in 2004, 2010 and 2016. We calculated the party influence assortment, overall influence assortment and influence
gap for each, and found that in all cases there was a significant influence gap.

number of nodes

blogs

Twitter mentions
104

102

102

102

101

100
100

news intake

101

102

103

100 0
10

101

101

102

103

100
100

101

102

103

degree
Figure S15: Degree distributions of real-world influence networks. All three of the empirical online
datasets we analyzed, which represent very di↵erent forms of political discourse, feature influence networks with
long-tailed degree distributions, similar to those in Figure S6.

Political blogs in 2004
Data on political blogs in the lead up to the 2004 presidential election were obtained from Adamic et al 6 .
Blogs (nodes) in this dataset are labeled as either liberal or conservative, with directed edges corresponding
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to hyperlinks from one blog to another. To construct an influence network we considered blog A to be
influenced by blog B if A links to B, and the weight of the edge was given by the number of such links.
We assumed by default that links indicate positive influence (see also below). We calculated the influence
assortment of each node according to Equation 1 above, as well as the influence gap for the network. The
influence assortment of liberal blogs was found to be significantly di↵erent less than that of conservative
blogs (p = 4 ⇥ 10 5 , t = 4.1, DoF=1036), so there there is a conservative-leaning influence gap.

Political Twitter in 2010
The political Twitter dataset in the lead up to the 2010 midterm elections 7 contains information on both
retweets and mentions. Users were assigned a political affiliation (left or right) based on retweet cluster
assignments as in Conover et al 7 . We then constructed an influence network based on Twitter mentions,
where we assume user A is influenced by user B if A mentions B, with edge weights given by the number of
mentions. We initially assumed all influence was positive (see also below). We find a significant di↵erence
in the influence assortment of left- versus right-leaning users (t-test p = 3 ⇥ 10 19 , t=-9.0, DoF=3178)
with an influence gap that favors right-leaning users.

Political media consumption in 2016
The media consumption data consist of “link counts” between media sources (nodes). Link counts were
generated by summing the number of times Twitter users shared stories from two di↵erent media sources
in the same day, as in Faris et al 8 . Link counts thus summarize the extent to which Twitter users
consume media from a given pair of sources. We categorized each media source as either left- or rightleaning by thresholding a previously published uni-variate metric of partisanship for the media sources 8 .
The resulting influence network consisting of undirected edges between media sources. Assortment of this
influence network thus describes the extent to which a consumer engaging, e.g., left-leaning media sources
also tends to engage other left-leaning sources. The influence gap describes the extent to which this
tendency di↵ers between consumers of left- and right-leaning media sources. The significant left-leaning
influence gap (t-test p = 1 ⇥ 10 4 , t=3.9, DoF=936) we observe indicates that consumers of right-leaning
sources engage with left-leaning sources more than the converse. We once again assumed edges have
positive weight.

Negative influence weights
We have assumed so far that influence networks consist of edges with positive weights, meaning that if A
is influenced by B, this means that A tends to become more likely to vote the same way as B or, in the
case of some of the empirical datasets, to adopt B’s political opinion. However recent work 9 has shown
that influence can sometimes be negative, meaning that engagement with a source (particularly a source
expressing a di↵erent viewpoint than that held by the listener) can make people more entrenched in their
own opinions. In the context of an influence network this corresponds to a negative weight, meaning that
if an edge is directed to B from A, B she tends to influence A to become less likely to vote the same way
as, or adopt the opinions of, B. In the voter game influence is positive due to the incentive structure of
the game. However in the empirical datasets it seems likely that some of the influence between members
of di↵erent parties is negative.
To study how negative weights impact the analysis of empirical influence networks we assigned edges
between members of di↵erent parties to be negative with fixed probability (Figure S16). We find that
increasing the frequency of negative influence edges induces greater influence assortment and correspondingly smaller influence gaps in all cases. For example, if 20% of between-party edges are negative, the
measured influence gap is reduced by ⇠ 20%. Nonetheless, the direction of the influence gap observed in
each dataset, favoring either right- or left-leaning nodes, is unchanged regardless of what proportion of
weights we assume have negative weight (Figure S9).
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Figure S16: Negative influence on empirical networks. To assess the impact of negative influence between
di↵erent parties we constructed influence networks from three empirical online datasets, as in Figure 4c and Figure
S15. In this case, however, each edge between nodes of di↵erent parties was assigned a negative weight, with fixed
probability. We generated 105 such networks, with the proportion of negative edges drawn uniformly from [0, 1].
We calculated the influence assortment (left column) and influence gap (right column) for each network. Increasing
the proportion of negative edges increases influence assortment and decreases the influence gap, but it does not
reverse the direction of the influence gap. That is, negative influence leads to greater overall influence assortment
corresponding to greater polarization.
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7.2

U.S. Congress

Bill co-sponsorship data
We analyzed the network of bill co-sponsorship 10,11,12,13 in the House and Senate between the years 1973
and 2007. Party assignment was based on party membership (or in the case of independents, the party
the member caucused with) during the majority of that Congress as recorded by Waugh et al 11 . Two
members were regarded as influencing one another if they co-sponsored a bill during a given congress, with
the weight given by the number of co-sponsored bills. All influence was assumed positive, on the basis
that bill co-sponsorship is a proxy for cooperation and agreement and the content of the bill. We found
a significant influence gap between Democrats and Republicans in every congress, in both the House and
Senate (Table S4).
Our analysis of the co-sponsorship network reveals a large influence gap between House Democrats
and Republicans during the long period of Democratic control prior to 1994. This Democratic-favoring
influence gap makes intuitive sense because, under Democratic control, Democrats control which bills can
succeed and so Republicans must work with Democrats to further their agenda, while the converse is not
true. Following the Republican takeover of the House in 1994, then, we might expect the situation to
reverse, with an upturn in Republican influence assortment, and a corresponding downturn in Democratic
influence assortment. However, this is not observed. Instead we observe increased Republican influence
assortment (t = 40.1, p < 1 ⇥ 10 10 , before versus after the 104th Congress) but no significant decrease
in Democratic influence assortment, resulting in high levels of influence assortment in both parties. High
levels of influence assortment in both parties is associated in our analysis with political polarization, in
which the parties cease cooperating with each other. We additionally observed greater overall influence
assortment during periods of Republican control compared to Democratic control (t = 7.4, p = 2⇥10 13 ).
House

Senate

Congress

p

tstat

DoF

Congress

p

tstat

DoF

93rd

<1e-10

17.4

441

93rd

<1e-10

19.1

97

94th

<1e-10

24.4

439

94th

<1e-10

21.8

96

95th

<1e-10

20.8

438

95th

<1e-10

10.9

101

96th

<1e-10

21.4

437

96th

<1e-10

8.3

98

97th

<1e-10

9.0

441

97th

0.2

1.4

98

98th

<1e-10

141.8

438

98th

4e-3

3.0

99

99th

<1e-10

55.6

438

99th

8e-3

2.7

99

100th

<1e-10

42.6

441

100th

<1e-10

17.9

99

101st

<1e-10

36.7

445

101st

<1e-10

7.2

97

102nd

<1e-10

31.1

442

102nd

<1e-10

10.5

98

103rd

<1e-10

12.1

443

103rd

4e-4

3.6

97

104th

<1e-10

-7.0

441

104th

2e-5

-4.4

98

105th

0.5

0.7

446

105th

5e-3

-2.8

96

106th

<1e-10

8.8

439

106th

0.4

0.8

98

107th

<1e-10

10.1

443

107th

8e-9

6.3

96

108th

<1e-10

9.3

440

108th

7e-6

4.8

96

109th

<1e-10

8.7

442

109th

0.09

1.7

97

110th

<1e-10

12.3

451

110th

6e-6

4.8

98

Table S4: Influence assortment by party in the U.S. Congress. Using influence networks derived from
bill co-sponsorship data in the House and Senate, we calculated the influence assortment of each major party
(Democrats and Republicans) during each congress over three decades, from the 93rd through the 110th Congress.
To determine whether there is significant di↵erence in the influence assortment between parties we performed a ttest on the influence assortment of Republican versus Democratic nodes (i.e. congresspersons). The results indicate
significant di↵erences in influence assortment by party in both houses and in most years, with exceptions occurring
during times of transitions of power (see also Figure 4).
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Comparison to DW-Nominate
We compared our findings on influence assortment by party in U.S. bill co-sponsorship to an established
metric of political polarization: the first dimension of the DW-Nominate score 14,15,16 , which quantifies
the extent to which members of congress vote in line with left- or right-leaning ideology (Figure S17).
Our finding of increased influence assortment beginning in the mid-1990s recapitulates the well known
pattern of ideology by party as quantified by DW-Nominate scores. In particular, the temporal pattern
of influence assortment in bill co-sponsorship and the pattern of DW-Nominate scores both suggest a
change in Republican behavior in the mid-1990’s, which led to increased polarization. As discussed
above, however, our analysis of bill co-sponsorship networks also suggest the lack of an expected change in
Democratic behavior as an important factor that increased polarization; and it indicates that information
gerrymandering in Congress tends to favor Democrats throughout this time period.
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Figure S17: Polarization in the House of Representatives. We compared the pattern of influence assortment by party in the U.S. House of Representatives (left) to first dimension of DW Nominate scores (right). We
observe rapidly increasing Republican influence assortment in the 104th Congress, producing high levels of influence
assortment in both parties. This rapid onset of polarization by influence assortment coincides with a divergence
in the distribution of DW-Nominate between parties; and it is driven by a change in Republican behavior, in both
datasets. The right-hand panel is adapted from McDonald 17 .

7.3

European legislatures

Using the same procedure as for the U.S. Congress we gathered bill cosponsorship data on the most recently
completed legislative session from four European legislative bodies 18 (Czech Republic, France, Italy, and
Romania). These European legislatures are each composed of an upper and lower chamber, similar to
that found in the U.S. congress. Because all of these European legislatures are multi-party in nature we
conducted our analysis by defining any member of a party that was part of the governing coalition as
part of a single governing “party” and any member of a party that was not part of the governing coalition
as a member of a single non-governing “party”. We then calculated the overall influence assortment and
influence gap for all eight legislative bodies (main text Figure 4). We found a significant influence gap in
six of the eight cases (Table S5).
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Lower chamber

Upper chamber

Country

p

tstat

DoF

Country

p

tstat

Czech

0.001

-3.3

202

Czech

0.68

-0.4

DoF
83

France

<1e-10

-9.2

574

France

0.87

0.16

449

Italy

2e-6

4.8

653

Italy

<1e-10

7.5

329

Romania

<1e-10

9.3

412

Romania

<1e-10

9.4

177

Table S5: Influence assortment in European legislatures. Using influence networks derived from bill
co-sponsorship data in the upper and lower chambers of four European legislatures, we calculated the influence
assortment of each major group (governing and non-governing) during the most recently completed session of the
body. To determine whether there is significant di↵erence in the influence assortment between parties we performed
a t-test on the influence assortment of governing versus non-governing nodes (i.e. legislatures). The results indicate
significant di↵erences in 6 of 8 chambers (see also Figure 4).

Czech governing parties 2013-2017
Lower chamber: Czech Social Democratic Party; ANO; Christian and Democratic Union Czechoslovak
People’s Party
Upper chamber: Czech Social Democratic Party; ANO; Christian and Democratic Union Czechoslovak
People’s Party

France governing parties 2012-2017
Lower chamber: Socialists
Upper chamber: Socialists; Communists; Europe Ecology - Union of the Left

Italy governing parties 2013-2018
Lower chamber: Scelta Civica per Monti; Forza Italia; Partito Democratico; Area Popolare
Upper chamber: Scelta Civica per Monti; Forza Italia; Partito Democratico; Area Popolare

Romania governing parties 2012-2016
Lower chamber: Social Liberal Union
Upper chamber: Social Liberal Union
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